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Abstract: This deliverable (D3.2) presents a summary of the work conducted within Task 3.2 

until Month 18 of SERRANO, including the key technologies for secure storage and the secure 

storage use case.  

 

Keywords: SERRANO architecture, SERRANO platform, transparent deployment, hardware 

acceleration, secure storage, cognitive orchestration, service assurance  
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1 Executive Summary 

SERRANO envisages the development and deployment of disaggregated federated cloud 

infrastructures that operate, process and store in the edge, enabling accelerated edge nodes 

as integral parts of the computation and storage chain.  

Deliverable D3.2 “Secure cloud storage system” provides an initial reference architecture of 

the storage system implemented in SERRANO. Storage is key in SERRANO as it does not involve 

only traditional file storage, but also relates to artificial intelligence or machine learning 

workloads that require massive input/output memory operation.  

Hence, this deliverable needs to be considered together with Deliverable D3.1 “SERRANO 

Accelerated encrypted storage architecture”, which provided an initial reference architecture 

of the encryption accelerators and the transport and memory access offloads.  

This deliverable contains information on the secure cloud storage system, including a 

description of the hardware and software building blocks, the data processing unit (DPU) 

architecture, emulation results of the accelerators performance for storage, the architecture 

of the storage system and its network encoding operation, and the application programming 

interface (API) software intermediaries for the secure storage service.  

The information provided in the present deliverable is expected to comprise a guideline 

framework for the rest of the project’s Work Packages. The SERRANO architecture will be 

finalized in M18 in D2.5 “Final version of SERRANO architecture”. 
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2 Introduction 

This section provide a quick introduction overview to the contents of this deliverable, 

comprising purpose of the document, document structure and audience. 

2.1 Purpose of this document 
The present deliverable (D3.2) presents the outcomes of Task 3.2 – “Secure cloud storage 

system” of Work Package 3, during its first iteration (M1 – M18) of the project. T3.2 is 

associated with the implementation of the secure storage solution, which is highly related to 

the secure storage solution and use case by CC.  

The purpose of this deliverable is to describe the hardware and software building blocks of 

the secure storage solution. In terms of hardware, the basic building block is a data processing 

unit (DPU) which contains hardware accelerators and supports a software defined kit to 

configure the accelerations. This building block is being used in building the prototype MLNX-

CC on secure storage.  

Preliminary emulation work shows that the path selected for accelerations enable CPU 

reduction utilization in the order of 60% when used for file storage, while increasing the 

bandwidth up to linerate. At the same time, the latency is reduced for storage processes below 

150miliseconds end-to-end. 

This deliverable also presents the network encoding approach of CC for the secure storage 

system. The input data files are sliced in portions and codified through ad-hoc coefficients. In 

this manner, the data is not only passively sliced but also coded in relation to the information 

of all the slices, hence in order to even attempt to decode the information, eyedroppers would 

need to have access to all the slicers (which are located in different geographical cloud 

infrastructures). This is therefore a very secure storage system, yet CPU intensive.  

This report finally reports the APIs that conform the system, in a way that developers can 

construct systems that are interoperable with the proposed storage system. The APIs also 

include telemetry information, which are very relevant due to the decentralized nature of the 

storage allocation (i.e. including GPS coordinates information).   

2.2 Document structure 
The present deliverable is split into eight major chapters: 

● Executive Summary 

● Introduction 

● SERRANO-enhanced storage service 

● APIs in SERRANO-enhanced Storage Service 

● Devices, components, crypto key handling 

● Integration with use case on secure storage  

● Demonstration of the platform 

● Conclusions 
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2.3 Audience 
This document is publicly available and should be of use to anyone interested in the initial 

description of the SERRANO components, the specification of the overall SERRANO 

architecture and the preliminary interfaces. Moreover, this document can be also useful to 

the general public for obtaining a better understanding of the framework and scope of the 

SERRANO project. 
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3. The SERRANO-enhanced Storage Service 

The SERRANO-enhanced Storage Service is the SERRANO platform’s main storage solution. It 

provides a simple to use interface that features the most important endpoints from the 

Amazon Web Services’ S3 interface. S3 is probably the most widely used object storage 

interface. Thanks to its versatility, it also functions as a file storage interface to a large degree. 

The SERRANO-enhanced Storage Service was designed to extend SkyFlok, a file storage and 

sharing solution developed and commercialised by Chocolate Cloud. SkyFlok provides this 

service through a large selection of cloud-based object stores, giving its users the opportunity 

to control where their data is stored. SkyFlok is enhanced in the SERRANO project to evolve 

from a purely cloud-based solution to one that stretches to the edge of the network. This 

greatly enhances its appeal for medium and large businesses which might possess a robust 

on-premise IT infrastructure while needing performance that is on par with locally installed 

storage solutions. The SERRANO-enhanced Storage Service aims to offer the best of both the 

on-premise and the cloud-based world. It gives its users the possibility to distribute data 

across the cloud-edge continuum.  

The service utilises proven SkyFlok DNA to offer great reliability, availability, security and 

performance. A key technology in achieving these goals cost-effectively is a novel erasure 

coding technique called Random Linear Network Coding (RLNC). RLNC differentiates SkyFlok 

and the SERRANO-enhanced Storage Service from existing solutions by offering increased 

flexibility without compromising on the aforementioned goals. Thus, through the selection of 

storage locations, encryption scheme, erasure coding scheme and compression algorithm, the 

service can adapt to match the varied storage needs of user applications. 

The service is closely tied to the project’s first use case, Secure Storage. The use case is the 

main driver behind the service’s design and development and its integration with the other 

platform services. In brief, computations related to data processing are accelerated using key 

technologies developed in Work Packages 3 and 4. The tailoring of an application’s storage 

task’s needs to the available storage resources is achieved through the results of Work 

Package 5.  
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3.1 Architecture of the SERRANO storage service 

The SERRANO-enhanced Storage Service has three main components, each with a well-

defined role. The On-premise storage gateway is deployed on the edge, close to the 

applications that use the service. It performs all the data processing tasks: compression, 

encryption and erasure coding. It also acts as a gateway to the storage locations and a 

mediator towards the Skyflok.com backend. It exposes all the APIs that are described in 

Section 4 to the users of the SERRANO platform and its services. 

The Skyflok.com backend has been developed by Chocolate Cloud over the last few years. It is 

tasked with maintaining the metadata related to the stored files and provides many of the 

complementary services needed by a storage solution such as authentication and 

authorization, management of storage locations and so on. The users of the service do not 

access it directly. 

Finally, the SERRANO-enhanced devices provide the service with edge storage locations. These 

are easy-to-deploy resources that provide performance that is not achievable by cloud-based 

services alone, especially in terms of latency. Like the gateway, they are deployed on the 

customer’s premises using the SERRANO platform orchestrator. 

An overview of the components and their connection can be seen on Figure 1. 

  

 

Figure 1. The components of the SERRANO-enhanced Storage Service 

 

3.2 The on-premise Storage Gateway 

The On-premise storage gateway is the key new development of the SERRANO-enhanced 

Storage Service as well as its most important on-premise component. It is implemented in 

Python 3.8 using FastAPI1, a modern ASGI framework. Unlike traditional WSGI-based solutions 

like Flask, FastAPI has been developed with the goal of improving performance through 

asynchronous operations. The gateway makes use of this by implementing all network and 

 
1 FastAPI framework: https://fastapi.tiangolo.com/ 
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disk operations asynchronously, greatly improving the efficiency of the service and increasing 

the number of concurrent requests it can serve. 

The gateway runs as a containerized application, 

deployed by the SERRANO orchestrator. Because it 

manages no state beyond caching some data for 

performance reasons, multiple instances can be deployed simultaneously. This makes it 

possible to tailor the performance of the SERRANO-enhanced Storage Service to the current 

workload by scaling horizontally. Its statelessness is a key design principle meant to ensure 

that the gateway does not become a single point of failure or a performance bottleneck. 

An important consideration related to performance is CPU usage. Since all data processing 

operations are performed by the gateway, acceleration techniques developed in Work 

Packages 3 and 4 are used to remove some of the burden from the CPU. These come in effect 

if specialised hardware (Nvidia DPU, GPU, FPGA) is available. If they are not available, the 

gateway performs these tasks using the CPU. 

The second major performance-related metric is memory usage. Given that the gateway must 

be able to serve a large number of requests concerning files that are large in size, careful 

thought went into making this component memory-efficient. This is achieved through a 

combination of techniques that make it possible to constrain the memory used when 

uploading and downloading files. First, larger files are divided into chunks called generations. 

Each generation is compressed, encrypted, erasure coded and distributed to the storage 

locations separately. The memory use of the component can be tuned by modifying the size 

of each generation. Second, file upload requests and file download responses are streamed. 

This is achieved using the TCP protocol’s varying sized transmission window. Using this 

technique ensures that only the generation that is being processed is kept in memory. 

The gateway features another performance-enhancing feature in the form of a local cache. 

Thus, files that have been accessed recently or which are very popular are kept in their 

original, uncompressed, unencrypted, non-erasure-coded form on local, ephemeral storage. 

Like the other design decisions made when developing the service, the cache aims to improve 

performance beyond what a purely cloud-based solution can achieve. 

3.3 SERRANO edge devices 

The SERRANO edge devices provide storage locations at the edge, on the customer’s premises. 

Like the storage service itself, they provide an S3 interface. However, the applications of the 

service don’t access the devices directly. Instead, the gateway is in charge of all file uploads 

and downloads to the storage locations. Details on how this is performed using pre-signed 

URLs is described in Section 3.6. 

Each SERRANO edge device is a containerized 

application deployed by the SERRANO 

orchestrator. Each is a separate instance of 
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MinIO2, a high-performance, highly customizable object storage solution. It was selected 

because it is designed from the ground-up to be deployed in a container, it exposes the 

relevant S3 endpoints and includes a telemetry agent. The former is used to provide the 

platform’s Telemetry Service with information regarding the status of the storage resource in 

use.  

When deployed using Kubernetes (K8s), MinIO can make use of a wide range of available 

storage resources through K8s Persistent Volumes3. All information required to run MinIO, as 

well as all data that it stores can be mounted using this technique. Thus, 

it is easy to tailor MinIO to the storage resources that are available on 

the customer’s premises. For example, in most cases a local file system 

can be mounted to provide the necessary storage. However, through 

the use of plugins, a storage resource can be anything from an NFS 

share, an iSCSI drive/service, a Microsoft Azure disk, an Amazon Elastic 

Block Store or even a file system hosted on top of a local object storage 

solution such as Ceph. 

Finally, while MinIO on its own is a very competent multi-cloud solution with a wide range of 

features, we deploy it in its simplest, one instance configuration. Instead of relying on MinIO 

for security and reliability, we use the techniques offered by SkyFlok.  

3.4 The Skyflok.com backend 

SkyFlok is a next-generation file sharing and storage 

solution for users who care deeply about privacy 

and security. It is a multi-cloud platform which 

distributes data across a wide range of 

commercially available clouds. Beyond the big three of Amazon, Google and Microsoft, 

SkyFlok supports most major EU cloud providers and can be configured to be GDPR compliant 

(Total of 54+ GDPR-compliant Cloud locations). A key enabler of this is the ability provided to 

users to select the cloud providers that will store their data as well as the actual locations 

down to the city level. Internally, SkyFlok’s secret sauce is network coding, an erasure code 

that provides reliable service even if a cloud provider becomes unavailable. It also offers 

protection from data loss and gives privacy benefits beyond those provided by conventional 

encryption.  

SkyFlok was launched in February 2018. Since then, over 750 SME teams have used the 

service. Chocolate Cloud made the second step in commercialising SkyFlok in 2020 by 

launching a reseller portal that increased its outreach to multiple countries through a network 

of resellers (incl. Canada, Italy, Denmark, UK).  

  

 
2MinIO: https://min.io/ 
3Kubernetes Persistent Volumes:  https://kubernetes.io/docs/concepts/storage/persistent-volumes/ 
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The SERRANO-enhanced storage service relies on the software infrastructure behind SkyFlok, 

the Skyflok.com backend, for a wide range of features. These can be grouped as follows: 

● File system management 

● Storage location management 

● Generating pre-signed upload and download links 

● Storage policy management 

● File and metadata consistency checking 

● Authentication and authorization 

● User and team management 

The Skyflok.com backend uses a micro-service-based architecture. Each of its 16 services is in 

charge of a certain aspect of the platform. Most are also in charge of managing and persisting 

a set of business entities, stored in either a traditional relational database or a NoSQL-type 

datastore. Each service exposes a RESTful API and must perform authorization on the entities 

it manages itself. Authentication is handled by a separate service. Almost all changes to 

business entities are recorded in an audit log and a consistency checking service periodically 

inspects that data and metadata are consistent with each other. 

The Skyflok.com backend is written in Python and designed to be deployed to Google App 

Engine. This platform provides the scalability, security and reliability necessary for the service 

to function. Business entities are persisted to either CloudSQL or Google Cloud Datastore, 

depending on their characteristics and access requirements.  

3.5 Cloud Storage locations 

The SERRANO-enhanced storage service provides access to all cloud locations supported by 

SkyFlok. This includes the locations offered by the three large US-based cloud operators: 

Amazon, Google and Microsoft as well as many smaller EU operators:  CloudSigma, Deutsche 

Telekom, OVH, City Cloud, Exoscale, Scaleway, IONOS, Outscale, Leaseweb, Orange Business 

Cloud and Ventus Cloud. More are being added continuously in an effort to cover as much of 

Europe as possible. These EU-based locations allow for fully-GDPR-compliant storage. The 

following table shows the list of supported cloud locations as of February 2022.
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Figure 2. Skyflow storage locations worldwide.  

 

Cloud provider Location GDPR-compliance 

Google Iowa  

Google Oregon  

Google Belgium YES 

Google South Carolina  

Google Northern Virginia  

Google London YES 

Amazon Ohio  

Amazon Canada YES 

Amazon Oregon  

Amazon North Virginia  

Amazon North California  

Amazon Ireland YES 

Amazon Frankfurt YES 

Amazon London YES 

Microsoft Virginia  

Microsoft Iowa  

Microsoft Chicago  

Microsoft San Antonio  

Microsoft Wyoming  

Microsoft California  
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Microsoft Seattle  

Microsoft Quebec City YES 

Microsoft Toronto YES 

Microsoft Dublin YES 

Microsoft Amsterdam YES 

Microsoft Cardiff YES 

Microsoft London YES 

OVH Beauharnois YES 

OVH Gravelines YES 

OVH Strasbourg YES 

Google Frankfurt YES 

Amazon Paris YES 

Google Los Angeles  

Google Hamina YES 

Google Montreal YES 

Microsoft Paris YES 

Amazon Stockholm YES 

Microsoft Oslo YES 

Microsoft Frankfurt YES 

Microsoft Zurich YES 

OVH Frankfurt YES 

OVH London YES 

OVH Warsaw YES 

City Cloud Frankfurt YES 

City Cloud Karlskrona YES 

City Cloud Buffalo, NY  

Exoscale Frankfurt YES 

Exoscale Geneva YES 

Exoscale Zürich YES 

Exoscale Munich YES 

Exoscale Vienna YES 

Exoscale Sofia YES 

Scaleway Amsterdam YES 
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Scaleway Paris YES 

Scaleway Warsaw YES 

IONOS Frankfurt YES 

Deutsche Telekom Magdeburg YES 

Ventus Cloud Vienna YES 

Ventus Cloud St. Gallen  

Ventus Cloud Marchtrenk YES 

Figure 3. Skyflow provider, geo-location and GDPR status compliance.   

 

3.6 Security and privacy 

Security and privacy are among the key considerations that went into the design of the 

SERRANO-enhanced storage service. Data and metadata is protected in both transit and at 

rest using a combination of encryption, erasure coding and other techniques that act as a set 

of barriers. Even if an attacker manages to breach one or more of these barriers, data privacy 

is generally not compromised. 

All communication between the different components, including the services that make up 

the Skyflok.com backend, is protected using TLS. This provides protection against snooping 

and conventional man-in-the-middle attacks. 

 

Figure 4. Using pre-signed URLs to download a file 

 

A key design consideration that has benefits in both scaling as well as security is that the 

owners of the data upload/download fragments of their files directly to/from storage 

locations. As such, the Skyflok.com backend does not handle data directly. This is achieved by 

generating pre-signed URLs (temporary URLs in OpenStack Swift parlance) on the backend to 

connect users directly with the data stored in the storage locations.  
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Whenever a file is to be uploaded or downloaded, the On-premise storage gateway (gateway) 

authenticates with the Skyflok.com backend and requests a set of upload/download links. The 

links point to protected resources on the cloud and edge locations. This poses a security 

challenge, how can the gateway be trusted with the credentials necessary to access these 

resources? This is a component that is outside the control of the creators of the service, as it 

is deployed on customer infrastructure. If these credentials are stored on site, they would 

provide unauthorised access to data. 

The solution is to create a special set of cryptographically signed links – pre-signed URLs – 

which do not require additional credentials. The links have a short lifespan and can generally 

only be used once. The signature is calculated using asymmetric-key cryptography and is 

guaranteed to be different every time. Given the elegance of this solution, CC has also 

integrated the SERRANO edge devices with the help of this feature. Figure 4 illustrates the 

process of downloading a file using a pre-signed URL.  

Closely tied to this technique is the design principle that data never leaves the customer’s 

premises unencrypted. Therefore, even if cloud locations outside the control of the user are 

compromised, data privacy will be maintained. The SERRANO-enhanced Storage Service relies 

on industry-standard AES encryption using the GCM block scheme. It is included in the NSA 

Suite B Cryptography and is used in a large number of communication protocols such as TLS 

1.3, SSH, and IEEE 802.1AE (MACsec) Ethernet security.  256-bit keys are used along with 

randomly generated initialisation vectors.  

 

Figure 5. RLNC encoding of a 1000 byte file using 4 symbols that are combined into 6 erasure-coded packets 

 

After a file is encrypted, it is also erasure coded using Random Linear Network Coding (RLNC). 

RLNC is a novel erasure coding technique that creates a set of coded fragments or packets. 
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Figure 5 illustrates the encoding process of a single-generation 1000 byte file. First, it is sliced 

into 4 separate symbols, each 250 bytes long. These are combined using a set of randomly 

generated coefficients into 6 coded packets. The coefficients are selected from a 

mathematical structure called a finite field. Different sized fields have different trade-offs in 

terms of performance and reliability with the Galois Field of size 28 being a relatively common 

choice. This is in part due to practical reasons as each element of the field can be represented 

using a single byte. In this particular example two of the packets are redundant and have the 

purpose of protecting against temporary or permanent storage location issues. In other 

words, any 4 of the packets are enough to reconstruct the original file. For a similar level of 

protection using conventional replicated storage, 3 copies of the original file would need to 

be stored. This is a 200% overhead, compared to the 50% overhead achieved by RLNC in this 

example. 

In most applications, the packets (coded fragments) also include the coefficients that were 

used to create them. This makes it possible to decode without needing to look them up 

separately. However, they can be stored separately, further enhancing the system’s security.  

In this case, beyond the conventional roles of an erasure code, RLNC also acts as a simple 

cipher. Because the coded fragments are created as linear combinations of the original data 

using random coefficients, an attacker would need to guess the coefficients correctly to 

decode the data. Furthermore, the distribution of data to physically separate cloud and edge 

locations also has a privacy-enhancing effect. A malicious actor would need to break into 

several locations and retrieve the data before attempting to solve the system of linear 

equations and then decrypt the data. In other words, access to a subset of coded fragments 

with a combined size smaller than the original data provides the attacker with no information 

about the original data itself.  

Beyond defending against attacks directed against cloud storage locations and even snoopy 

cloud providers, these measures are also beneficial if the edge storage locations are less 

secure. This is the case when an edge location is located in an environment that does not have 

physical access controls that are of the calibre of those found in a modern datacenter or an 

enterprise-grade server room. 
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4 The APIs exposed by the SERRANO-enhanced 

Storage Service 

The SERRANO-enhanced storage service exposes three distinct APIs to the users of the 

SERRANO platform as well as the other platform services. The Secure Storage API exposes the 

core storage-related features. The Storage Policy API allows for the management of storage 

policies. The Telemetry API provides information about the storage locations. All three are 

documented using OpenAPI 3.0.  

4.1 Secure Storage API 

The Secure Storage API provides SERRANO users with a way to store and retrieve files. It is 

based on what can be considered the industry standard for object storage: Amazon Web 

Services S3. The decision to use a well-known API brings significant benefits, as it allows users 

to seamlessly integrate their existing software solutions with the SERRANO platform. There 

are S3 client libraries for most programming languages along with countless development 

tools for all common operating systems. 

Amazon’s S3 service offers object storage. Objects are immutable, versioned entities that have 

a key as a unique identifier and may have other metadata associated with them. Objects are 

organised into buckets, which have a name that is unique across the system and may also have 

metadata associated with them. There are several distinctions between file systems and 

object storage solutions. However, cloud storage solutions like Dropbox and Google Drive 

have shown that object storage semantics and characteristics, while being somewhat less 

permissive than those of file systems, are suitable for file storage. Indeed, SkyFlok also builds 

on this observation to offer its users a file system that is built on top of object storage. 

The Secure Storage API supports all major Create, Read, Update, Delete (CRUD) features of 

both objects and buckets in their simplest form. An API reference can be found on Amazon’s 

website: Amazon S3 - Amazon Simple Storage Service. 

Buckets 

● CreateBucket 

● DeleteBucket 

● ListBuckets 

Objects 

● GetObject 

● PutObject 

● ListObjectsV2 

● DeleteObject 

https://docs.aws.amazon.com/AmazonS3/latest/API/API_Operations_Amazon_Simple_Storage_Service.html
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Amazon Web Services S3 provides two URL schemas to access buckets and their contents. The 

Secure Storage API adopts the first one and may potentially be expanded to support the 

second one at a later stage. 

● http://s3.amazonaws.com/[bucket_name]/ 

● http://[bucket_name].s3.amazonaws.com/ 

The Secure Storage API uses the same parameters for each endpoint and maintains the error 

handling of AWS S3, both in terms of the format of error messages as well as the different 

codes that identify the underlying causes. 

Finally, the Secure Storage API will continue to be expanded with both new options for the 

existing endpoints as well as new endpoints. These will be focused on features like Access 

Control Lists (ACL), object versioning and others. In all cases, compatibility with the S3 API will 

be maintained. 

 

4.2 Storage Policy API 

The Storage Policy API allows the platform’s users as well as the SERRANO orchestrator to 

create and retrieve storage policies. These are the recipes used to translate an application’s 

storage task’s requirements to a storage resource allocation. The ARDIA framework developed 

in Work Package 5.1 contains both the Application and the Unified Resource Model 

definitions. 

Figure 6 shows an example of a YAML configuration file for a storage policy. It contains the list 
of storage locations that correspond to either cloud-based object stores or SERRANO edge 
devices. It also defines the encryption policy in use as well as the type of erasure coding that 
is used to add redundancy to the data. 
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Figure 6. Example storage policy definition. The buckets define the storage locations. The type and 

parameters of the encryption and erasure coding schemes are also defined here. 

 

The storage policy API is RESTful and exposes the following endpoints 

Storage policy 

● CreateStoragePolicy 

● ListStoragePolicies 

Assigned storage policies 

● GetStoragePolicyOfBucket 

It is likely that the set of endpoints will be expanded as the project progresses to meet any 

new requirements the use cases may have. 

This is WIP and details will become clearer by the end of the month. 

4.3 Telemetry API 

The Telemetry API is used to expose information about the storage locations. This is used by 

the SERRANO orchestrator as input when matching storage tasks with storage policies and as 

input data for creating new storage policies. It is also used by the Telemetry API to monitor 

the state of the storage locations as resources of the SERRANO platform. 

The parameters exposed for each location include the following static characteristics: 

● type: cloud/edge 

● provider name: Google, Amazon, …. 

● geographic location – GPS coordinates 

default_storage_policy: 

 
 locations: 
   bucket_ids: [14, 83, 132, 35, 82, 26] 
   # Bucket IDs correspond to storage buckets 
   # at cloud-based providers (e.g. AWS S3) 

   # or edge storage locations 
 

  encryption: 
   enabled: True 
   type: "AES-GCM-256" 

 

 
  erasure_coding: 
   type: "RLNC" 
   symbols: 5 
   generation_size_mb: 120 
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● country 

● city 

● storage cost – typically in $ / GB / month 

● ingress cost – typically in $ / GB 

● egress cost – typically in $ / GB 

as well as several dynamically measured parameters: 

● status: online/offline 

● availability over the past year in % 

● read latency 

● write latency 

● read throughput 

● write throughput. 

 

This is WIP and details will become clearer by the end of the month. It may be that the static 

characteristics will instead be exposed in the Unified Resource API and only the dynamically 

changing ones in the Telemetry API. Discussions as part of WP5 are ongoing. 
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5 Devices, components, crypto key handling 

This section describes the cryptography principles and standards upon which SERRANO bases 

its innovations in the area of secure storage, as well as the devices, components and crypto-

key handling utilized in SERRANO. In particular, the Bluefield subsystem is described in terms 

of building blocks and capabilities. Bluefield is the building block of HW/SW of the secure 

storage demonstrator, which is integrated through a data processing unit (DPU).  

A description of the cryptography accelerators and their roadmap depending on their 

implementation is described, as well as a preliminary performance evaluation.  

 

5.1 Cryptography principles and standards 

In cryptography, encryption is the process of encoding information. This process converts the 

original representation of the information, known as plaintext, into an alternative form known 

as ciphertext. Ideally, only authorized parties can decipher a ciphertext back to plaintext and 

access the original information. Encryption does not itself prevent interference but denies the 

intelligible content to a would-be interceptor. Encryption was traditionally a military oriented 

scientific field, until by mid 90s the emergence of the internet led to many researchers to think 

about how to secure information that effectively is sent over channels where the end user has 

no control over it.  

For technical reasons, an encryption scheme usually uses a pseudo-random encryption key 

generated by an algorithm. It is possible to decrypt the message without possessing the key 

but, for a well-designed encryption scheme, considerable computational resources and skills 

are required. An authorized recipient can easily decrypt the message with the key provided by 

the originator to recipients but not to unauthorized users. 

As a result of the abovementioned need to secure information sent over the internet, the 

National Institute of Standards and Technology (NIST) initiated an standardization process by 

late 90s, which led to the publication of the Advanced Encryption Standard (AES), also known 

by its original name Rijndael. 

AES is a variant of the Rijndael block cipher4, a family of ciphers with different key and block 

sizes. For AES, NIST selected three members of the Rijndael family, each with a block size of 

128 bits, but three different key lengths: 128, 192 and 256 bits. AES-256 is the current gold 

standard for cryptography in networks and widely utilized in telecommunication and datacom 

systems.  

In terms of standardization, AES is included in the ISO/IEC 18033-3 standard5. The following 

figure (Figure 7) shows the block diagram for AES encryption and decryption. 

 
4   https://csrc.nist.gov/csrc/media/projects/cryptographic-standards-and-guidelines/documents/aes-development/rijndael-ammended.pdf 

o 5 Information technology — Security techniques — Encryption algorithms — Part 3: Block ciphers, https://www.iso.org/standard/54531.html 
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Figure 7. Block diagram for AES encryption and decryption 
 

5.2 Devices for acceleration 

AES-256, as any other algorithm, can be implemented through regular CPUs. However, the 

utilization of the CPU for encryption and decryption purposes yields very high consumption of 

clock cycles, hence quickly boating the CPU utilization. As a result, and since encryption is 

conducted for security purposes, the utilization of cryptographic hardware accelerators 

(CHAs) is now well established. CHAs can be found in different flavours: 

● integrated into the System on Chip (SoC) as a separate processor, as special purpose 

CPU (also known as Core) (two processors in the same SoC). 

● integrated in a co-processor on the circuit board next to the CPU (two SoC in the 

system) 

● contained on a Chip on an extension circuit board, this can be connected to the 

mainboard via some bus, e.g. PCIe (i.e. host CHA processor) 

● an instructure set architecture (ISA) extension like e.g. AES instruction set and thus 

integral part of the CPU (in that case a kernel driver is not needed) 

In all cases, the purpose is to load-off the very computing intensive tasks of 

encryption/decryption and compression/decompression. As can be seen in this AES block 

diagram, the acceleration is usually achieved by doing certain arithmetic (and repetitive) 

calculations in hardware. 
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Its use in application usually involve a number of layers: 

● The kernel needs a hardware-specific driver to use its capabilities. It is usually built 

into the kernel for boards that support them, and allow access by services that run in 

kernel-mode. 

● To use them in userspace, when the acceleration is not in the instruction set of the 

CPU, it is supported via a kernel driver. 

● The above steps provide the bare minimum to allow userspace use, but it is more 

usual to use them inside a crypto library, such as gnutls or openssl, allowing access by 

most apps linked to them. 

 

5.2.1 Bluefield Hardware Accelerator 

In the context of SERRANO, the AES-256 is conducted by a System-on-Chip - in particular, a 

Bluefield SoC. The BlueField-2 data processing unit (DPU) is a highly integrated SoC optimized 

for non-volatile memory express (NVMe) storage appliances, networking appliances, and 

programmable networking adapters. BlueField-2 integrates a multicore Armv8 processor 

subsystem together with a NVIDIA Mellanox ConnectX-6 dual-port Virtual Protocol 

Interconnect (VPI) network controller. The DPU includes a single channel of DDR4 DRAM 

controllers, and 16 lanes of external (PCIe lanes supporting Gen-3 and Gen-4, along with an 

embedded PCIe switch. Figure 8 shows the architecture of Bluefield.  
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Figure 8. Bluefield as SoC (center) surrounded by other hardware components of DPUs 

 

The eight 64-bit Arm v8 A72 cores are interconnected by the coherent SkyMesh. The advanced 

mesh interconnect provides enormous bandwidth between cores and memory, as well as to 

the peripheral subsystems surrounding the cores.  
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Figure 9 : Typical NVMe storage architecture for DPU Bluefield 

 

In SERRANO, the Bluefield DPU is employed as SoC to support the storage use case, which in 

turn, also employs AES-256 encryption. The CHAs are hence used not only for the 

communication channel but also when storing the data to memory blocks. The next subsection 

describes the DPU as a system. 

5.2.2 Data Processing Unit 

The NVIDIA BlueField-2 data processing unit (DPU) is the world’s first data center 

infrastructure-on-a-chip optimized for traditional enterprises’ modern cloud workloads and 

high performance computing. It delivers a broad set of accelerated software-defined 

networking, storage, security, and management services with the ability to offload, accelerate 

and isolate data center infrastructure. With its 200Gb/s Ethernet or InfiniBand connectivity, 

the BlueField-2 DPU enables organizations to transform their IT infrastructures into state-of-

the-art data centers that are accelerated, fully programmable, and armed with “zero trust” 

security to prevent data breaches and cyber attacks. By combining the industry-leading 

NVIDIA ConnectX-6 Dx network adapter with an array of Arm cores and infrastructure-specific 

offloads, BlueField-2 offers purpose-built, hardware-acceleration engines with full software 

programmability. Sitting at the edge of every server, BlueField-2 empowers agile, secured and 

high-performance cloud and artificial intelligence (AI) workloads, all while reducing the total 

cost of ownership and increasing data center efficiency. The NVIDIA DOCA software 

framework enables developers to rapidly create applications and services for the BlueField-2 

DPU. NVIDIA DOCA makes it easy to leverage DPU hardware accelerators, providing 

breakthrough data center performance, efficiency and security. 
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The ConnectX-6 network controller technology supports firmware programmable, data-path 

processing. It also provides a wide range of transport operations with up to two ports of 25, 

50 or 100Gb/s, or a single port of 200Gb/s, along with advanced (external host) CPU offloading 

capabilities that boost network performance host CPUs. The network controller's ports 

support NVIDIA's VPI technology, which enables each port to operate as either an Ethernet or 

InfiniBand port, and allows improving storage infrastructure performance with lower costs 

and complexity compared to traditional storage networks.  

There is a group of PCIe interfaces consisting of 16 lanes. The group can be configured as x2, 

x4, x8 or x16 PCIe port(s). The ports within the group can be connected to either Root Complex 

devices (connected to external hosts) or Endpoint devices (connected to peripheral devices 

such as storage drives). A high-performance embedded PCIe switch facilitates low-latency 

communications between the ConnectX-6 Dx subsystem, the multicore Arm array, and the 

external PCIe ports.  

 

The BlueField-2 DPU is designed to take advantage of systems that need to optimize both on-

chip and off-chip storage. In the example depicted in the figure below, a storage system 

architecture as foreseen in SERRANO is shown. The BlueField-2 networking interfaces are 

directly connected to QSFP56 optical modules. BlueField-2 supports DDR4 modules as main 

system memory. The 3 NVMe SSD Flash devices are connected via x4 lanes, each of which can 

operate as a high-speed Gen 4.0 PCIe interface.  

 

 
Figure 10 : DPU employed in SERRANO 
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5.3 Cryptography accelerators in networked scenarios 

AES-256, as any other algorithm, can be implemented through regular CPUs. However, the 

utilization of the CPU for encryption and decryption purposes yields very high consumption of 

clock cycles, hence quickly boating the CPU utilization. As normally encryption/decryption and 

key handling are processes ocurring in networking layers, it is inevitably to tackle the topic of 

IPsec and TLS layers.  

 

 

Figure 11 : SERRANO target autonomous TLS offloads 

 

TLS accelerations can be conducted at both hardware and software level. At software level 

(through kernels), CPU clocks are used intensively, and hence, the scalability of the system 

becomes highly impacted (an initial investigation indicates around 50% of the CPU cycles 

would be spent on the encryption/decryption).  

TLS acceleration on hardware systems may be conducted off-CPU or on-CPU. On-CPU 

offloading may be a bit more efficient than off-CPU accelerations, mainly due to the overhead 

introduced in the IO set of operations. In addition, off-CPU accelerators require more 

parallelization and hence are a bit more intensive in terms of programmability and coding. 

However, off-CPU accelerators, despite the increase of complexity in the system architecture 

and implementation, offer the possibility to employ highly powerful dedicated processors. In 

particular, some vendors propose to use dedicated lookaside processors which have in the 

fabric the encryption and decryption process. However, this option becomes very cost 

intensive, as a dedicated CPU is needed for each system CPU.  

In SERRANO, the direction decided to take was employing network interface cards, thereby 

offloading networking operations to a fully dedicated subsystem. In this scenario, dependent 

TLS offloads can be implemented, which require to conduct the encryption using CPU cycles 

of the NIC. In a way, this leads to the same bottlenecks are conducting the offloading at CPU 

level of the machine itself. Hence, SERRANO took the decision to work on autonomous TLS 

offloads, where the encryption is conducted at NIC level by a dedicated processor (ARM 

processor), hence achieving perhaps the best performance in terms of latency.  

 



D3.2 – Secure cloud storage system  

  

ict-serrano.eu  34/39 

 

 

 

Figure 12 : Preliminary performance evaluation – TLS offloads provide lower latency, lower CPU utilization, 

and enable higher bandwidth utilization. 
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6 Integration with use case on secure storage 

The SERRANO-enhanced Storage Service developed as part of T3.2 and described in this 

document has three components: the On-premise storage gateway (gateway), the SERRANO 

edge devices and the Skyflok.com backend. The first two run as containerized applications on 

the customer’s existing infrastructure. This presents a unique challenge as it is unlikely that 

most enterprises possess the hardware scalability characteristic of cloud computing 

platforms. The gateway will likely be the critical performance bottleneck as it performs all of 

the computationally intensive data processing operations: compression, encryption and 

erasure coding. It is possible to solve the issue through horizontal scaling, however a solution 

that alleviates this issue altogether is preferred. The SERRANO platform offers two distinct 

ways to increase the performance of the gateway. Firstly, the GPU and FPGA-accelerated 

kernels developed in Work Package 4 reduce the time taken to perform data processing, while 

reducing the load on the CPU. Secondly, MLNX developed in Task 3.1 a technique to offload 

the encryption used by TLS connections to a DPU. 

We describe the latter in high-level terms and provide the technical details of the integration: 

the gateway provides RESTful APIs to SERRANO platform users and services. In turn, it 

consumes other RESTful APIs exposed by the Skyflok.com backend, the cloud-based storage 

locations and the SERRANO edge devices. All communication is done through HTTPS, secured 

by the TLS protocol. The encryption and decryption is usually performed by the CPU and can 

be a significant burden on the system, slowing down operations and limiting the number of 

concurrent requests that can be served. A major improvement can be achieved by offloading 

these computations to specialised hardware, Nvidia DPUs. By offloading them from the CPU, 

performance can be improved as more resources can be used for either the data processing 

operations or for other calculations related to data and metadata handling.   

The gateway has been designed in such a way that it is able to fall back to performing the TLS 

encryption on the CPU, if a DPU is not available. The decision is made during deployment. If 

an Nvidia DPU is available, a special version of the OpenSSL library is loaded in the container. 

This step requires an orchestrator that is aware of the resources available on the machine 

where the container is deployed. 
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7 Demonstration of the platform  

7.1 Showcasing the SERRANO-enhanced Storage Service 

Secure Storage aims to cover as many features of the SERRANO platform as possible. However, 

its goal, first and foremost, is to showcase the results of Work Package 3 and Task 3.2 in 

particular. A key outcome of the use case will be a demonstrator that both highlights the core 

features made available by SERRANO-enhanced Storage Service (storage service in short) and 

allows for the service’s quantitative evaluation.  

The storage service exposes an S3-compatible API. The demonstrator will make use of this 

interface to store user files. While S3 is an object storage service, its API can also be used for 

file storage. The demonstrator will use Create-Read-Update-Delete (CRUD) operations on 

buckets and objects to illustrate this.  

Beyond this task, the use case will also feature the acceleration of kernels related to file 

encryption, erasure coding and compression using GPUs and FPGAs. These will be the 

outcomes of Task 4.1, chosen because they represent the most computationally intensive 

parts of the storage pipeline.  With a similar goal, Task 3.1 will allow for offloading of 

encryption of TLS connections from the CPU to specialised Nvidia hardware. The use case, 

through the demonstrator, will seek to show the performance benefits of this approach for 

storage operations. This will be achieved through measurements that compare scenarios that 

possess GPU, FPGA and DPU hardware resources with scenarios that do not.  

To make the evaluation as relevant as possible, the use case will use a dataset based on real-

world access patterns. Chocolate Cloud’s SkyFlok service collects anonymous usage statistics 

such as file size distribution and read and write access patterns. These will be the inputs of the 

storage task model used for the evaluation. A more detailed description of the evaluation 

methodology is being defined in Work Package 6 and will be presented in Deliverable 6.2. 

7.2 Integrating the SERRANO-enhanced Secure Storage 

Service with the other platform services 

The use case, and to a great extent the demonstrator, also has the task of driving the 

integration of the SERRANO-enhanced Storage Service with the other platform services 

developed as part of the project. For example, client applications that use the service will 

describe their requirements through the ARDIA application abstraction model defined in Work 

Package 5. It is then the task of the SERRANO orchestrator to translate these requirements 

into a concrete resource allocation schema. In the case of the storage service, this is achieved 

through the definition of storage policies. 

The SERRANO orchestrator will match the requirements of an incoming storage task with an 

existing storage policy or create a new one from scratch. This will allow for a much better 
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tailored experience for the users of the storage service. The algorithms and techniques that 

will accomplish this are being developed in Task 5.2. 

The actual storage tasks to use for the evaluation will be chosen such that some variance 

between them can be observed. This will highlight the different trade-offs storage policies 

encapsulate and motivate their use.  

The On-premise storage gateway will also expose endpoints for the platform-wide Telemetry 

API. These will provide information about the current status of cloud storage locations, and 

edge storage devices. Thus, the SERRANO platform will be able to provide an up-to-date view 

of the state of the available storage resources to its users. The same information can also be 

used by the orchestrator to improve its decisions. The On-premise storage gateway will 

provide the static view of the same resources through the platform-wide Unified Resource 

API. 
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8 Conclusions   

Deliverable 3.2 reports on the work performed in WP3 in the context of Task 3.2 (Secure cloud 

storage system). This report is to be considered along with Deliverable 3.1 and Deliverable 3.3 

(which complement in relation to crypto-accelerators and workload isolation, respectively). 

Hence, this report focuses on the storage system itself, while Deliverable 3.1 focuses on the 

acceleration techniques for the storage and Deliverable 3.3 on isolation of the workloads to 

reduce crosstalk. 

This deliverable presents the SERRANO-enhanced secure cloud storage system, including a 

description of the hardware and software building blocks. In terms of hardware, the basic 

building block is a data processing unit (DPU) which contains hardware accelerators and 

supports a software defined kit to configure the accelerations. This building block is being used 

in building the prototype MLNX-CC on secure storage.  

Preliminary emulation work shows that the path selected for accelerations enable CPU 

reduction utilization in the order of 60% when used for file storage, while increasing the 

bandwidth up to linerate. At the same time, the latency is reduced for storage processes below 

150miliseconds end-to-end. 

This deliverable also presents the network encoding approach of CC for the secure storage 

system. The input data files are sliced in portions and codified through ad-hoc coefficients. In 

this manner, the data is not only passively sliced but also coded in relation to the information 

of all the slices, hence in order to even attempt to decode the information, eyedroppers would 

need to have access to all the slicers (which are located in different geographical cloud 

infrastructures). This is hence a very secure storage system, yet CPU intensive.  

This report finally reports the APIs that conform the system, in a way that developers can 

construct systems that are interoperable with the proposed storage system. The APIs also 

include telemetry information, which are very relevant due to the decentralized nature of the 

storage allocation (i.e. including GPS coordinates information).   
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